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Deep Learning is Achieving Milestones Everyday

MIT
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Review

Artificial intelligence / Machine learning

OpenAl’s new language
generator GPT-3is
shockingly good—and
completely mindless

The Alis the largest language model ever created and can generate
amazing human-like text on demand but won't bring us closer to
true intelligence.

by Will Douglas Heaven July 20,2020

TechCrunch Disrupt 2021

Cellino is using Al and machine learning
to scale production of stem cell
therapies
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Putting Al News In Perspective

DeepMind's AlphaFold 2—An BRIEFS / Healthcare, DeepMind, Hype
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PHARMACEUTICAL TECHNOLOGY

ANALYSIS

Valence Discovery: transforming Al-enabled
drug design with ‘few-shot learning’

By Darcy Jimenez | 01 Apr 2021 (Last Updated May 10th, 2021 14:09)

The use of artificial intelligence to support drug discovery and design efforts is a rapidly expanding field, with new

REUTE RS World Business  Markets  Breakingviews Video  More

Waymo opens driverless robo-taxi service to the
public in Phoenix

By Joseph White 4 MIN READ f v
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Machine (Deep) Learning Saga
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Deep Blue vs. Kasparov ~ Watson Wins Jeopardy AlphaGo vs. Sedol Autonomous Driving
~15000W ~200000W ~300000W ~$955S

e Advent of Deep Learning, 2012
" »  Fueled by powerful hardware - GPUs

Algorithm performance moving closer

Hardware cost moving farther

“Aspirations have grown faster than the technology
available to satisfy them” &-BRIC



Al Compute Demands (Training)

ML application trends (Training)
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» Estimated CO, emissions from NAS on Transformer (big) is:
o 315x higher than Air Travel from NY to SF/passenger
o 17x higher than average American (1 year)
o 5x higher than Car (1 lifetime)
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Edge Intelligence: Efficiency Gap

» Case study: Object recognition in a smart glass with a state-
of-the-art accelerator

Retinanet DNN* on a smart glass

Frames/sec 13.3
Energy/op 0.5 pJ/op
Energy/frame 0.15 J/frame
Time-to-die 64 mins
(2.1WH)

*300 GOPs/inference

Where do the in-efficiencies come from?

Algorithms Hardware Architecture Circuits and Devices

Ref: Venkataramani, S., Roy, K. and Raghunathan, A. “Efficient embedded learning for loT devices.” In 2016 @ - BRI‘
21st Asia and South Pacific Design Automation ConferencedXSpp. 308-311. IEEE.



Al Hardware Architecture: Circuits & Devices

» Circuits and architectures that can efficiently implement the
algorithms (possibly embody computing principles from the
brain)

o Near-/In-Memory Computing
o Approximate and stochastic hardware
o Neuromorphic devices and interconnects

o .
In-memory Neuromorphic

Approximate computing Devices
. & Stochastic ~10%

Accelerators Hardware Ene rgy

Gap

Multicores/GPUs

gaa=




Background — In-Memory Computing

» Definition: Design approach that performs computation close to memory to
overcome memory bottlenecks — bandwidth, energy

» Effective for simple arithmetic - bit-wise operations; fixed-point add, multiply,

Truth-tables (ROMs/RAMs)

» Typical systems have much higher compute throughput than memory

bandwidth(s)

» Lots of chip area are memory components (>=50% in TPU)
o Caches (L1, L2, ...), Register File, Scratchpad, Buffers
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Computer Architecture: A Quantitative Approach

X X

Local Unified Buffer for Matrix Multiply Unit
Activations (256x256x8b=64K MAC) |
(96Kx256x8b = 24 MiB) 24% ‘
29% of chip |
D Host Accumulators g
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TPU Floorplan ISCA @]JBRIC



In-Memory Computing for ML

2KB Memory 2KB Memory '8 2KB Memory )

Typical Memory Access In-Memory Computing | In-Memory Computing I
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Operation = Read/\Write Operation = Bit-wise AND | Operation = Matrix Vector Multiply |
Vou=VIANDV2 1 Vo =M*V, )

~ 4

Non Volatile
Memory

Biswas et al. ISSCC’18, Valavi et al. JSSC’19, Si et al. ISSCC’19, Jaiswal et al. TVLSI’20,

m Dong et al. ISSCC’20 (TSMC — 7nm)

ROM/RAM Lee et. al. EDL 2013, Lee et. al. TVLSI 2013, @E: - BRIC



Machine Learning (Deep Learning)

» Deep Learning needs — lots of matrix multiplications

[ N
Speech |  BNS0 !
(RNIN) | Chhar | |

Language | LS TN — '
(DNN) Nat Lang | |
Visionq e ____________1}|
(CNN) | A8

) 0% 10% 0% 0% 40% 50% 60% 0% 80% 90%  100%

#gemm B lowering B softmax B morml rnorm2
W calcError tanh tanhGrad sigmoid sigmoidGrad
 axpy saturate rely reluGrad B matrix assign

Bruce Fleischer et al, IBM Research, 2018

» Challenge: sustaining deep learning’s insatiable compute demands
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Technology: Non-Volatile Memories
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Fundamental building blocks of in-memory computing

Chakraborty et. al. Resistive Crossbars as Approximate Hardware Building Blocks for

In-Memory Computing Memory Devices Machine Learning: Opportunities and Challenges, Proc. of IEEE, 2020
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Architecture: Spatial scalability
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Massively parallel accelerator —> Amenable to Data-Level Parallelism -> Highly efficient

ML inference

Ankit, Roy, et. Al., “PUMA: A Programmable Ultra-efficient Memristor-based Accelerator for Machine
Learning Inference”, ASPLOS 2019.
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PUMA: Resistive Crossbar based Programmable Architecture

PYT&RCH[ ML Framework (Tensorflow, Pytorch, ]

"F‘ Others)
> Features 3

o Analyze the memory-compute &' ( Compile to PUMA S )
characteristics of ML applications ¥

o An ISA-programmable accelerator Fige] [iEv] [mies] [es)
built with hybrid CMOS-NVM =nne=
technology
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Bit-slicing (weights and inputs)

- V. Vi=5 or [101]
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» Bit-slicing: weight slicing and input streaming enable using low precision crossbars and
low precision DACs to compose high precision MVMU
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Architecture — Heterogeneous core

MLP maps on one MVMU )
1 Layer M LP p MVMU Matrix vector multiplication unit
DAC Digital to analog converter
X (- - - -=-===== ~N Control Stall/Kill ADC  Analog to digital converter
’ o\ 1 Unit VFU  Vector functional unit
1 LD SFU  Scalar functional unit
@ g U (L) | V | SFU MU Memory unit
MVM I -
Z 1 —-I Operand Steer Unit |
o “yoen ' ALU_SIG : I L !
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‘ ‘ ST | o |5 MU K—>
a 1 ) Instruction E||= VEU to/from
S - Memory Cll]=s l tile
0 § Data writeback memory
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o Xbarin DAC XbarOut
MLP mapS on mUItlpIe MVMUS/COI‘ES Registers array ADC Registers
_____________________ \ " "R a4
T r-- ==
MVM FETCH EXECUTE
. J

*MVMU is implemented using bit-slicing as described in PUMA
(Ankit et al, ASPLOS 2019

(
I
I
I
1 // for all partial sums

I'LD // bring partial sums from other

: cores . .
I ALU_ADD // accumulate partial sums Larger matrices require more data
I

I
\

movements to compute effective MVM.
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Wish List....
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Device

High ON/OFF Ratio
Device Linearity
High Endurance

Multi-level cells

IHANEN]

111111
ITTTTT

Macro

Large Crossbar Size

Low Peripheral
Overhead

Good Selector Device

Source/Sink
Resistance

Line Resistance

((

Architecture/Algo

Minimal data movement

MVMs, Vector Operations
on NVM

Training/Mapping on
Architecture

Sparsity
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o Device
Challenges: NVM devices T
High Endurance
Multi-level cells

»Compared to CMOS: 30 Prooralt ]

v Non-volatility < 20} . g

v’ High density g 1 2

v’ Low leakage = 1o=r

v’ Capable of in-memory compute Il @Va=0.8V |5
xWrite energy/latency 105700200 o 200 400 600 [ oM,

Erase cycles Program cycles

> Current devices are highly B T T T TR

nOn-llnear Multi-level cell
» Expensive write operations and peripheral  storageDensity  High High High Low
circuitry Ron/Ror High High Low High
»Ron/Rogr ratios are limited to D10 Non-volatility Yes Yes Yes No
Leakage Low Low Low High
»RRAM has poor endurance.
. . . Write E 6nl 2nl 1nJ 0.1nJ
»More than 4-bits/cell is not reliable yet. riie Enerey " " =en Rhaill
Write Latency 150 ns 100 ns 10 ns <1ns
Endurance 107cycles 10°cycles 10%cycles > 10'%cycles

-BRIC



Challenges: NVM Compute Macro

llllll_
JE Macro

TTTTTT
Large Crosshar Size

IINNNN]

Low cost peripheral overhead
Good selector device

Source/Sink/Line resistances

NVM crossbars can have various non-idealities (parasitics, non-ideal

devices)

Such non-idealities can introduce varying 160 05

amounts of functional errors based on 140 { Noridealty Factor = LS5 71 % 0.4

different voltage and conductance gliﬁ \ g 03

Errors increase with higher crossbar sizes ¢ 23 7 %‘ gf
" w0 g 0.

ADCs consume 58% and >80% of the total 2] S o

energy and area, respectively

Source: Ankit et al, ASPLOS 2019

m ADC
m Crossbar

H Digital

Analog Operations

0 20 40 60 80 100 120 140 160

ligear (MA)

16x16  32x32  64x64
Crossbar Size

Energy (pJ) Dig. Operations Energy (pJ)

MVM Energy 3.84 ALU 25.6
¢ ~ ADCEnergy 128 S | Access (FMA) 480
= — o -
Other peripherals 12.8
Total 144.6 Total 505.6
8-bit MVM
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GENIEX: A Generalized Approach to Emulating
Non-ldeality in Memristive X-bars
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non-linear function. Giidy Guihy Grld, - Gady

BRI
G2 G2 Goas Gan
> 3 . 0F .k . %
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Gni] Gnz% | Gns ..Gnn

> Neural networks are
efficient tools for

Voltages
V)
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—— o m mm mm mm mm mm o= o ey,
o o o o o e

capturing the close B He Hh o F
inter-dependence of its 11 i
i n p uts. Inon-ideal %_—
\> L
Fr(V,G < S
> Neural network to Ligear = VXG _R;U’ ) _ D
- non—ideal) GENIEx

model the behavior of | GENIEx.
non-ideal crossbars

Chakraborty et al, DAC 2020,
https://arxiv.org/pdf/2003.06902.pdf

» GENIEx provides modeling capability for

different non-idealities
¢-BRIC


https://arxiv.org/pdf/2003.06902.pdf

Challenges: Architectures

Architecture

Minimal data movement

=
-~

Wide variety of operations

%’%"%"‘g o oy omr e o e oy or ot
Network on Chip
lsenda | | senas | || || Recws |
Recv A

H Inter-Tile Data Transfer M Inter-Core Data Transfer B Control Flow

20

15

10

(93]

Data movement between
7)( MVMUs - partial sum, activations
is frequent.
. * Cost of data movement
increases across the hierarchy —
N N\ il hi
&K core, tile, chip.

MVMU alone cannot execute ML apps

B Scalar Functional Unit = Vector Functional Unit = MVM Unit (crgs;bﬂ')

RBM (V500-H500) 15— / * Vector operations: require DFEViOUS
BM (V500-H500) 1m0 J ey writes to crossbar
RNN (26-93-61) :
LSTM (26-120-61) 1 |‘ — e Transcendental operations: MVMU
MLP wtﬁ?(iig;g; ! (even with writes) can do
<= add/multiply only
0% 20% 40% 60% 80% 100%
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Resistive Crossbar Based Accelerator Design Flow

IMC-aware Workload
i IMC-aware IMC-aware Workload Evaluation
Adaptation
Workloads
O] Energy, Area and Performance Modeling AP ~
ML model description £ =i - = Simulat ot N | RTL Design |
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b 4 i cycle of NOC x:ou(m:m 1.05 % ;
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Quantization ' QC e = T : :
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Model s y ____________________________________________ ! Logic/Memory/
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(E.g: ONNX) | e SRR an 5207 < N
It 3 PCM
Crossbar-aware Input Weights Tile Columns (Tc) |nputhector Kernel IMa!:rix ‘ |
Trainin o —t— (e} ) e
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Performance Simulator — Scope

> Design space exploration

60

72 m128x128 m64x64 69 79108
<0 w3232 m16x16 of ML kernels
340
£ | | ‘ ||| | > Efficiency depends on
multiple parameters
12 |||. \II- ||| II I- - |I.. |||| |||| ||| I| hix IIlI ‘Ill ‘Il | ple P )
s K 7 k3 o Workload properties
al operatons o Architecture configuration

o Runtime Utilization

> Performance Bottleneck
Analysis

» Runtime characteristics has
complex dependency of
workload and hardware
properties

@-BRIC



Mitigating Overhead with ADC-Less Design

> Area and energy profile dominated by ADCs in CiM
accelerators.

> ADC-Less Design: Use Sense Amplifiers for Analog to
Digital conversion of Array output

Saxena, Chakraborty, Roy, Towards ADC-Less Compute-In-Memory Accelerators for @ - B R I C
Energy Efficient Deep Learning, DATE 2022



SW co-design for ADC-Less CiM Accelerators

> ADC-Less CiM accelerators have 1b partial sums.

> Partial sy
» Trainable

89, 88.6
. = 983 87.9
88.3 88 87.2
87 - 8
——1b_1b
& 86 - —@—2b_2b 86.4
© —d—3b_3b
3 85 - 4b_4b
Q 84
<
83
831> 82.8 .
g2 = NS
81 L] I 1 1
32 64 128 256
Array Size

High Accuracy on CIFAR-10 using Resnet-20

needed.

N dCCUuracy.

Scale
Factor ‘@’
is
trained

VVV

a 0

+a

.. Forward pass

Approximation

& -BRIC



HyperX: A Hybrid System for Error Recovery in Crossbars

RRAM-based DNN accelerators

Pros: Fast and efficient MVM | Dense on-chip storage
Cons: Functional errors due to non-idealities |High write
costs and low endurance hinder trainability

SRAM-based DNN accelerators

o

Pros: Compute Accurate | Trainable due to high endurance
Cons: Slow and inefficient MVM due to high off-chip data
movement costs

A Hybrid RRAM-SRAM partitioned system to leverage the complementary benefits

RRAM BLOCK
FIXED

PARTITION
N

SRAM BLOCK
TRAINABLE

- cvovz-

(P S

PSS

-»l-»

FSSSSTTS

3\

N
»-

\

Y (¢

4

)
Increasing RRAM block ~

* Latency * Energy * Accuracy

I

A DNN is partitioned into a fixed RRAM block and a trainable SRAM block

The RRAM block provides highly parallel and energy-efficient MVM compute

(o]
u
T
P
u
T

HHH

The SRAM block provides on-chip trainability to recover RRAM functional errors

]
Increasing SRAM block

f Latency

Energy fAccuracy

5

7

The location of the PARTITION determines efficiency-accuracy tradeoff

Training: Forward-pass Backward-pass . . .
The fixed nature of earlier layers caters well to tasks such as Transfer Learning
Inference: Forward-pass L )
Architecture of the Hybrid RRAM-SRAM system
e A e ™ -
/] Tile _— / Care ; Analog MVM Unit
/ = Control share / PC Control /
/ : f ] 4 Unit Register /
TILE TILE TILE / nit Memory 4 File y Input Output
il Reell Kol I = controller Y /o |Reeer Register
/// Receive // DECODE //
. /
Network On-Chip Buffer / other_ops /
U A
TILE TILE TILE l l l ~
o || o || o CORE 1 CORE 2 COREN Memory®| Scalar/Vector | MVM Unit
(Analog or (Analog or (Analog or Unit |« Func Unit (An.al_og or Input Output
~~__ Digital) Digital) Digital) || I Buffer Buffer
= T e \
a) Node b) Tile c) Core

Kosta et. al., HyperX: A Hybrid RRAM-SRAM partitioned system
for error recovery in memristive Xbars, DATE 2022




Performance-Efficiency for Inference and Transfer Learning tasks

Inference Accuracy Recovery on CIFAR-10]100 Transfer Learning from ImageNet to CIFAR-10]100
ResNet20 ResNet18
128x128 Crossbar 16-bit 128x128 Crossbar 8-bit
100
op| Al SRAM Baseline=91.93% ' | | | | Al SRAM Baseline=9161% | | | —
< 91 oe\"/go—
08488 I I I ) I ] —
— > 844 1 1 1 1 : I I 1 e 5\80
g:: Qea a0 B <
0L s I I I I I I I I LL 3 70/
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O é:) ) | . I < 601
76 66{ All RRAM Baseline=63.21% | |
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1 3 5 7 9 11 13 15 17 19 1 3 5 7 9 11 13 15 17 19
70| AlLSRAM Baseline = 69.59% N o] All SRAM Baseline = 69.61% Lo 80/ 80] ‘7320 | | | | |
S - : ‘ 8;\370— S 70 e N
— > I 1 1 I I | | T ~ 1 1 I I I 1 1 ¥ I I I I |
@ Zso SN e R 010 T T N
< b= I | | | | | | | | < E 507 | | | | | | | | 507 | | | | | | ] | |
& 840 40 I I I I I I I I I LL 3 I I I I I I I I I I I I I I I I I
o8 |\ oo o L Ny S8wl 0 N e
301 All RRAM Baseline = 23.51% ! All RRAM Baseline = 22.09% | ! I O < | o | | o | | | | I I I I I I I
20 \l : : : : : : : ! ! 20 | | | | | | | | | | 301 l l l l l l l l l | 301 l l l l l l l l l l
1 3 5 7 9 11 13 15 17 19 1 3 5 7 9 11 13 15 17 19 0 1 3 5 7 9 11 13 15 17 0 1 3 5 7 9 11 13 15 17
Number of Frozen Layers Number of Frozen Layers Number of Frozen Layers Number of Frozen Layers
[—— Pre-retraining —o— Post-retraining \ == Software Baseline =o=— Hybrid 128x128 == Hybrid 64x64|
35 Dynamic Energy Area Normalized Latency 35 Dynamic Energy Area Normalized Latency
25x
W 3.0x 3.0x
5 20x c
£ 2.5x g 2.5x
g 15x [
O 2.0x 3 2.0x
S 10x S
E 1.5x/ £ 1.5x
5x
1.0x 4 1.0x4
Number of Frozen layers Number of Frozen layers Number of Frozen layers

| A '\\, 7, Partition location for near complete accuracy recovery | I 16-bit 64x64 [ 16-bit 128x128 8-bit 64x64 [ 8-bit 128x128 ‘ @ - B R I ‘



CMOS SRAM and Non-volatile Memories

PN
Multi-level cell No
Storage Density High High High Low
Ron/Rore High High Low High
Non-volatility Yes Yes Yes No
Leakage Low Low Low High
Cell Area 16F? 16F2 30-80F? 122(17:22 ((?3-:_))’
Write Energy 6 nJ 2 nJ <1nl <0.1nJ
Write Latency 150 ns 100 ns 10 ns <1ns
Endurance 107 cycles  10°cycles  10%cycles 10*% cycle

RIC



In-Memory Bit-wise Vector Boolean Operations

Modifying the Peripheral Sensing Circuits to
Read-out A Vector Boolean Function

...... > Simultaneous Activated WLs

Processing

Core

Modified Memory
Sensing Peripherals

Memory Peripherals

&-BRIC



SRAM: In-Memory Bit-wise Boolean Operations

BLE Bl

flL1
‘ Il
_[ 21—
ForL =% axk 1 T axt Al _1_!-_' b—EL
| D
fL2
|
.I 1l
[ T — T
I

6T-SRAM

WL1

WL2
UUBLB Case 00
EL/BLB Case 11

Case 01

EL/BLE Case 10

Shanbhag et. al.

» Staggered WL activation to avoid short circuits between cells.
» Asymmetric SAs help detect bitwise NAND/NOR/XORs
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X-SRAM: Bit-Wise Vector Boolean Operations

WBL

8T-SRAM

» Decoupled read/write: simultaneous WL activation.
» 8T cells are wire-NORed. Easy to sense bitwise NOR.
» Single ended read inverters for sensing.

GND

lor Q1_| x
RWL1—]

RWL2=—]
‘0’ QZ _| x

GND

- :

A:Celll

B:Cell2

GND

110’ Ql_lH\

rRWL1—]

RWL2—
101" q2—

GND

Agrawal,

-

Pre-charge Circuit

p@.@m RBL, m%:@q RBL,

RWL;

GND

ASHEN

RWL,

GND

-

- :

A:Celll

B:Cell2

Voltage

A etal., 2018. X-sram,. IEEE TCAS-I



X-SRAM: Bit-Wise Vector Boolean Operations

-

.

Addr;

—-|
Addr,

Standard 8T
SRAM Array

]

RBL,

Pre-charge Circuit

RBL, 4

~

RBL,

RWL;

—

pasueyu3

i
=

L= =

1Bpoda( 553 IpPY

RWL,

I

L)
&=

s

Japodag
IANID

[

Bitwise: AND/NAND, OR/NOR, XOR, IMP
Arithmetic: ADD/MULT with additional circuitry

=

}

s (-

1

Data Out

LEIJ'L
Sensing
Circuit

1

/

/Sta ndard 8T

SRAM Array

e

Addr;
Addr;

—_—
Addr,}

JBp033(] SSAUPPY PAUBLUI

-

- To
WBL/WBLB

RBL,

Pre-charge Circuit

RBL, 4]

RBL,

e
R\{VLi 1A

= [

P
RWL— =

L

&

LN

b

WWL, mﬁ:ﬁl mg;pt—am

+

T
=

| S
Single cycle Read-Compute-Store

Sensing
Circuit

/

N

Load Rappri Roesto

] \

< Enhanced for= H Load R R Conventional i
i = In-memory i | LOa .
Processor MI:I:::I'V Com utln_; i i ADD R ADDRZR DESTlR InStrUCtlons i
CiM Custom Instruction | | ~ be——0—oud 77T} 'P"" - : DESTO "*DEST1 "*OUT E :
o ontenston) ! i, _Store Rypprs Rour L/
T Off<hip On-chip Memory Bbiriviivtsivivivtsivivitoisivivrivivivirtsivivissivivirisivivn, sl
Cn::::l::r (Scratchpads/Caches) =' c MADD R R |n'mem0ry ‘=
- 1 Cl 1
oo || Qv fevmoe [Lun e [0 Toownne & 1 POPRL OO PO Instructions
Extended on-chip BUS
Agrawal, A et al., 2018. X-sram,. IEEE TCAS-I
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i-SRAM: Interleaved Wordlines for In-Memory Vector
Boolean Operations

W-2 W-2
Bit-1 Bit-0
6T/8T SRAM Array I—l g I—] E
Column-4  Column-3 Column-2  Column-1 O-WL P N Py B
RIPRS TR PSP — p— [ R — 1 = X X -
IWI'IWLHWZ I'w1;: B
Lo b e Hbn Hon
'--1;’—4---' --W-?T -I|—|--'I.;.|'-4T- I—l--"FJ'-a o E-BL-1 E-BLB-1 | |

-

Row Peripherals

I'—I

}-—4

Pl T

Bl o Bl 1 B0 M Bito o

Bl — Bl b B0 B meo F £

H 4
oo | [oma
1 e : _
Vector Boolean Qutput W W W
s, s,
blocks
» The circuit scheme for NOR(OR)

e e T w-4 W-3 W-4 ,
[ 1 M 1 1 Bit-1 Bit-0
——femm—— == == —— - ---| P_ _q _q
8T-SRAM
» Interleaved 6T cells with bit-lines connected to sense-amplifiers then compute circuits.
Jaiswal, et al. "i-SRAM: Interleaved Wordlines for Vector Boolean Operations Using SRAMs." IEEE Trans. @ - BRIC

'WN+11 1 W-N 1._: W-NL W-N O-W lEb‘
[t
1 J
» Each row has two read word-lines, and bit-lines are connected to read and compute
» The circuit schematic for NAND(AND)
CAS I: (2020).



In-memory Dot Product Computations

In-Memory Dot Product Acceleration by use of |
Current-Mode Computations in SRAMs

EEEEEE SRAM
T -

Memory Peripherals

Analog to
Digital
Converters

Output Vector

Digital to
Analog
Converters

—
@]
o+
(S}
()
>
o+
>
Q.
c
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8T SRAM as a Multi-Bit Dot Product Engine

8T SRAM Cell
Data Stored
in SRAM The Dot Product = ZV|W|
. .
Vi: Analog Voltages on RWL or SL
1 I:.Il. - Vion the Wi: Data Stored in SRAM
" - RWL
_| M1 M2 Summation: KCL addition
Vbias
MSB Weights > LSB
Inputs gw ReL aw RBL ow  RBL w ReL

‘| VinO 1 1T T T

|

: Qs0— .'l i Qo O Qi0— / \\; Qoo— i ;

1 Vbias

: Viny T T L T

|

: Q31— ," | Qa—[ ! )| Qu—[ — | Qo[ ;

' - Vbias

/

Modified Read Port

A.Jaiswal I. Chakraborty et al , under review in TVLSI, 2018

Iout = zf(vini' Qij)
‘ Sensing Circuit ‘




8T SRAM as a Multi-Bit Dot Product Engine

Effect of Line Resistances Eror (%)

Weight Levels

- N W A~ O OO N

9
8
7
6
5
4
3
2
1
0

S

» Profiling the neural network reveals most weight levels at 0.
» This means current levels are low, mostly in the BLUE region in the error plot.
» However, there is a ¥30% increase in bit-cell area.

» Multi-VT design can be exploited to reduce area.

A.Jaiswa] . Chakraborty et al , TVLSI, 2019 @ 'BRIC



CIMM

daCro

| READ/WRITE PERIPHERALS |
PRECHARGE 7
IN[O] RWLIO) T T
oy of sl o S e
X W | |
: 8] : |[oocooooosooooonHy
: <o : HHHHHHHHHHHHHHHH &
P [Ba| ""ﬁh11¥¥h+++'3
neal |2 S| rwirss) [ o ED D o e 19
B e e
IIIIIIIIIIIIIII\_
[ mux ][ mux ][ mux ][ mux T~
= o P N . .
% 5 — ¥ N k
o |z ' Reconfig ;! Reconfig |
o % — > urable :: urable |
= o i Precision |1 Precision |
o \ ADC1 !, ADC2 !
o — 7 N /

BL PRECHARGE

__________________

IADC_OUT[9:0]  ADC_OUT[9:0]

1
]
1 VDD
|
| | 1
N Step 2: Discharge B
RWL ACTIVATIO I based on RWL and cell
' ¢ | content
COMPUTE ARRAY CYCLE

Step 1. Precharge BL 1o

L

RWL,

BL, BL, BLy

SL q'iq

RWL,

-L L

[6Th L !

RWL,,

A

A

VREL, VRBL,

VRBL,,

1b IN -1b W compute logic

RWL | Q ] Curent

0
0
1
1

= O = O

No BL Discharge

No BL Discharge

No BL Discharge
BL Discharge

» More the number of ones in input or

weights in a column, more discharge of BL.

inputs and weights.

» Vgg, proportional to MAC output between
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IMC CMOS Cores (ANNSs)

Shared Memory

Shared Memory

Atribute
Butfer

‘Wit mux

Receive Buffer

Reccive Buffer

PEEEE|| EEE@E-

CORE 0 CORE 1 CORE 2 CORE 4 COREN ORE 0 CORE 1 CORE 2 CORE 4 CORE N CORE 0 CORE 1 CORE 2

Network on Chip

Shared Memory

Shared Mem

Autribute
Buffer

Shared Memory

Bufler

Attribute.
Bufler

T ey

to/from
Router

Wrile mux
Write mux.

1o/from
Router

Receive Buffer

Receive Buffer

------

CORE1 CORE 2 CORE 4 COREN

CORED CORE 1 CORE 2 CORE4 COREN COREOQ CORE 1 CORE 2 CORE 4 COREN CORE O
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CMOS Array: Sparsity Aware CiM Macro design

» Bit serial CiM acceleration provides opportunities to leverage
abundant bit level sparsity.

»Different levels of input sparsity can be leveraged by
dynamically reconfiguring ADC precision (2b-6b).

___________

- RBL ! 1
L 6T | :
IN[0] IN[0] RWL{0] F LRI I
INE1] o T e e i j I_lJ—_" -
—» —>|zu bt oo ol el A I
£9 o s o (] I (N R
=0 [ HH H H] [HHHH> ¥, =
. <0 atutulale s N e - =
) Eu sheb- crrtlla L Z o 5
A R
IN[63] E IN[63] |Z = RWL[63; HHH; - +:+ i
- [
8| . [ F—] 2b and 3b SAR
gl 2 |E | - | T | ADC combined
g2 —Th 1 T8 | toperform456b
=*( 9 conversion
) 2]
o
w
2
o

Reconfigurable-precision Il Array and other

ADC Block out —

ADC

A. Ali et. al., IEEE Solid State Circuits Letters, 2021
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System with sparsity aware Core
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| g i ! |
= 1 )
: { I t 2 [ resserrne | [ [0 | [ s |
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/ T T 38 Data writeback memory
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IMC CMOS Cores (SNNs)

Shared Memory

Shared Memory

Atribute
Butfer

‘Wit mux

Receive Buffer

Reccive Buffer
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SNNs

» Challenges in current digital SNN
hardware:
o Data transfer bottleneck to/from memory.

o Additional SNN-specific data movements
for processing V, ¢\ for multiple timesteps.

o Limited functionality due to area and power
expensive custom neuron circuitry.

» Approach:

v" Fused W,y and Ve CIM Array
integrating all processing modes required
for SNN inference — accumulate, threshold,

reset etc.

Conventional Approach:

Spikes _I_,

Wyiem g
SRAM

Compute Unit >

Viviem
SRAM
v
Neuron
Functionality

Limited functionality due to
custom neuron circuitry

Data transfer
bottleneck

Proposed Approach:

Fused W,,e\ and Vyem
CIM SRAM

Spikes |—»

Significantly lower
data transfer due
to CIM

Embedded neuron
functionality

& -BRIC



In-memory Computing with 10T SRAM

RBL RBLB

RBL WBL WBLB RBLB
RWL1—— 6T T
Q1 QB1 RWL1 10T
Vo Ql (| Q2 | RBL | RBLB
"r RWL2
1 1 0| 0] Vv, | GND Lot
0 1 GND | GND
1 0 GND | GND
6T
RWL2 10T
1 1 | GND |V WWL3
i Q2 QBZJ' >
JLF '3
v NOR AND . . .
1 Peripheral circuitry

Bitwise Boolean operations by enabling Single-cycle
multiple wordlines Read+Compute+Write

A. Agrawal et. al., “IMPULSE....”, IEEE Solid State Circuits Letters, 2021 6‘@ 'BRIC




Organization of the Fused W, ,cp//Vyiem Array

PRECHARGE

ADDR1 %
—»

o) »|| 3 ——

il - — -
ADDR2 | O T -
—> % - -

ﬁ “6-bit
ADDR3 | 2 |—
——( 2 [ [

|_

12-bit

MODE
——{ CTRL COLUMN PERIPHERALS

- -

- -

_______

___________________________

__________________________

» Different bit-precision requirements for weights and V-

» We propose a mapping strategy to efficiently use the SRAM area with minimal

peripheral complexity:

o Fit more weights in each row using odd/even RWLs.
o Staggered alignment of corresponding V,,, data.

o Same peripherals are used by reconfiguring them in odd/even cycles.

—— o ———————

—— o ———————

ODD
Weight
Column

EVEN
Weight
Column

& -BRIC



In-memory Computing Macro for SNNs: Chip Summary

»We propose a 10T SRAM based CIM macro for
SNN inference.

»The macro consists of a fused W, and Vyem
and supports all processing modes required for
SNN inference - accumulate, threshold, spike-
check, reset etc.

»The macro also supports multiple neuron
functionalities through various instruction
sequences.

»The macro also leverages sparsity in the input
spikes for energy-efficiency.

» The prototype chip was fabricated in 65nm LP
CMOS process, achieves an energy-efficiency of
0.99 TOPS/W @ 0.85V, 200MHz, for signed 11-bit
operations.

»We demonstrate sentiment classification using
the intrinsic dynamics of SNNs achieving
competitive accuracies with LSTMs.

A. Agrawal et. al., “IMPULSE....”, IEEE Solid State Circuits Letters, 2021

Technology

Macro Area

Cell Type

Memory yMMEEMM:: g!(ZbSkb
Weight/Vmem bits 6-bit/11-bit
Supply Voltage 0.7~1.2V
Max. Frequency 500 MHz

Energy Efficiency

0.99 (TOPS/W)
@200MHz, 0.85V
(signed 11-bit op)
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ROM Embedded RAM

' Embedding ROM in CMOS and 1T-1R Arrays |
Enabling Near-Memory Computing through
Lookup Tables

ROM
T
EEEEER ”"
====== Modified Bit-Cell Storing

Both ROM and RAM

Memory Peripherals Data

Processing 0

&-BRIC



Embedding ROMs in RAMs (NVMs)

1 I
\ 4 4
RAM Data RAM Data RAM Data

¢-<
peaJn
peaJn
peaJp
peaJp

Both ROM and RAM data are stored in the same bit-cell. The read cycle
determines whether the ROM or the RAM data is being read.

D. Lee, K. Roy, IEEE EDL 2013

T D T
H 1 | 1 | 1

:_m_ll—. l—m—||—3 l—=—||—0
1 1 1

1 1 1

| 1 i 1 " 1

i i i

1 1 1

\ 4 \ 4 \ 4

peaJn
peaJpn

&-BRIC



Embedding ROMs in RAMs (STT-MRAM)

‘%
!
‘%

_E_l_l—; 4 s || L e ;—.—._,

= E 1 =
\4
Y 5 Y < Y
1 1 1
\4 L Z \ 4
ROM Data ROM Data ROM Data

D. Lee, K. Roy, IEEE EDL 2013



Computing in DRAM
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In-DRAM Low-cost Bit-serial Addition

» Majority-based vector addition

> Store data vectors in column-
based fashion

» Same subarray peripheral
circuits

» Add 9 reserved rows for
compute (<1% area overhead)

Data Rows

Compute

» The result of A+B
addition is stored
in the same
column

» Massively-parallel
vector additions in
bit-serial mode

» No need for carry
shifts across
bitlines!

Ali, Jaiswal, Roy, “In-Memory Low-Cost Bit-Serial Addition Using Commodity DRAM

Technology,” TCAS-I, 2019
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In-DRAM Low-cost Bit-serial Addition

Multiple row activation to calculate Maj(A,B,C,D,E)

WL, =0 1 1
RN el Tl
WL, =0 - ! - ! -
IB=O B _‘j_I_L
R P T I T T
c=1 C _|(_:|_|_L
meo T O 1 )
1 g L
WL, =0 = = 1 1
? g ? % Vpp + N1V E—
SAE=0 0
Ll
yszD VDD pb
(1) Initial state (2) Enable WLs (3) Enable Sense amp
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In-DRAM Low-cost Bit-serial Addition

! 1
=l ) o L
=t WL,=0 1|====r WL,=0
Dual 1 = I |
contact cell !? WL,=0 - WL_=0
Lg-Y 1" !
Av>0 TT— cout=1
04 M 1+ EZ




An example of 1-bit addition of two vectors A and B

Compute

A AEEEEEEE| [(A[AEEEEEER A AAEEEEER A (AAEEEEER A AEEEEEER
IEEEEEEE LI LI LIl NEEEEEEE IEEEEEEE IEEEEEEE
AEEEEEEE AEEEEEEE AEEEEEEE AEEEEEEE AEEEEEEE
AEEEEEEE AEEEEEEE AEEEEEEE AEEEEEEE AEEEEEEE
IEEEEEEE IEEEEEEE NEEEEEEE IEEEEEEE IEEEEEEE
AEEEEEEE AEEEEEEE AEEEEEEE AEEEEEEE AEEEEEEE
AEEEEEEE AEEEEEEE AEEEEEEE AEEEEEEE AEEEEEEE

AlEEEEEEE AlGEEEEEEE adlol TT T T TT] ool TT T T ST TT T T 1T

AT T T T LI 1 5% [UEEEEEEE EECT T T I I 111 AT T T T L1 AT T T T L1 1

» AEEEEEEE AEEEEEEE CLLLL LI AEEEEEEE AEEEEEEE
3 AEEEEEEE AEEEEEEE AEEEEEEE AEEEEEEE AEEEEEEE
« IEEEEEEE CEEEEEEE NEEEEEEE IEEEEEEE IEEEEEEE
o IEEEEEEE IEEEEEEE IEEEEEEE IEEEEEEE CEEEEEEE
© IEEEEEEE IEEEEEEE NEEEEEEE IEEEEEEE IEEEEEEE
= AEEEEEEE AEEEEEEE AEEEEEEE AEEEEEEE AEEEEEEE

B I AEEEEEEN 5 AEEEEEEN B AEEEEEEN 5  MENEEEEN B nEEEEEEN

sum \AIC1000000 sv- (00000000 swm [O@O00O0O000O| S [OO0O000000| [Sum]
00000000 00000000 00000000 I o o o o
00000000 I o o o 00000000 I o o o [ I o o o [
Annnnnn Onnnnnnn ANnnnnnn OO0o00onn OnnOnonn

For n-bit vector addition, 4n+1 operations are needed
00000000, 00000000, o o o o o o
ANEEEEEER A AOEEEEEEE| [ OEEEEEEN Cou
ANEEEEEENE A AREEEEEEE A A
w C(AEEEEEEN B Bol 1 1 1 1 1 1 o Mol T T 1111 Coue
2 c/EEEEEEEN EEEEEEEEE AT T 1T 1111 10" aiol 111111 g}
S & NENEEENEN| ¢ UENEEEEN G ENNEEEEE| [ UEEEEEEE ot

¢ IEEEEEEN ¢ (CEEEEEEN ¢, (IEEEEEEE (Sl 0 T

ol EER 7 AEEEEEEN Ao MmN ENE B T 111111 % o

7 MEEEEEEE 7 |EEEEEEEE 7 AN EEE ] 1L L L] 7 o

ol ofofolofofololmeramofojojojoJojojol row, (N ERERNER| row, [HNE N6 BGLEN row,

(0) Initial state

(1) Copy A

(2) Copy B

(3) Calculate C,,/C,y

(4) Calculate S

@-BRIC



Case Study: Compute-in-DRAM based k-NN Acceleration

Checks k closest samples, Query vector assigned to the group W-o

that holds majority among those k samples

Mainly consists of two computation stages: Distance
computation and Global top-k sort

The k value: The number of closest samples to be checked
One-to-one distance computation: a large # of memory accesses

- =11
Processor X86, 2GHz
L1 Cache 32KB I- and D-Cache
Host Processor kNN Output L2 Cache 2 MB
Main memor 1024 mB, DDR3-1600,
(Top-k Sort) Y | 1 channel, 1 rank, 8 banks
Add/Sub ) Using modified gem5 simulator from S Xuet . al , | CALO
requests Sum/Diff data 1
S
Main Memory & £ 038 .
o N r

In-DRAM Computing

11.7x performance improvement

(Manhattan Distance) ﬁ = 0.2 .
= .
g 0 [
System

Ali, Jaiswal, Roy, “In-Memory Low-Cost Bit-Serial Addition Using Commodity DRAM @ BRIC
Technology,” TCAS-I, 2019



AND Primitive inside DRAM

wL,=0 A=o0rh o A =
v I:V(S1)
__| 1 ___|
AND-WL =0
"‘ ]
WL,=0 3
0 i 0 T NS
iy B
V(s2) | -
9 A-1=1 < 9
3 1 B>
SAE=0 0
=] =)
K ot
1/2 VDD 1/2 VDD
(1) Initial state (2) Enable AND-WL

» First the operands are copied to row A and A-1.
» AND primitive involves 2 additional steps:-

A

L

I

e —
A E
>
ry >
11 ¥
o
1
=
E
VDD

(3) Enable Sense amp

S. Roy, M. Ali, A. Raghunathan, “PIM-DRAM:

* Activating the AND worldline. Accelerating Machine Learning Workloads using

* Turning on the Sense Amplifiers. 2021

Processing in Commodity DRAM,” IEEE JETCAS,
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Multiplication Primitive

45 Ay by o EEENENEEEE

B3 2 Bl BO
A3B0 AZBO A].BO AOBO
3B1 AZBl AlBl AOBl
Carry A;B, A,B,|A;B,|A.B,
out |AsB;|(A,B; A;B;(A,B; DRAM subarray

l
AND b ADD compute rows
\/ -------\
/ wa g T TR : A Al
Vi) - s = B
ﬁ ﬁ ﬁ - 1A . EEEEEEEEEE
& T i ENEEEEEEEN
% 54

8 Cin-1
SAE=0 1
| : .
oy Vo Vio (1) Initial a: (2) Enable WLs (3) Enable Sense am, Cout’
\ (1) Inital state (2) Enable AND-WL (3) Enable Sense amp imiaise = P
w0

Cout’

» Multiplication can be broken down in terms of AND and ADD operations.
» Multiplication operation reserves 9 compute rows in the DRAM subarray.
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PIM-DRAM Architecture

Roy, Ali, Raghunathan, PIM-DRAM: Accelerating Machine Learning
Workloads using Processing in Commodity DRAM, IEEE JETCAS, 2021

SUBARRAY VGG16-CIFAR100

.~ -
LOCAL SENSE AMPLIFIERS Eis
COLUMN DECODER . .
0
P1 P2 P3 P4 P5 G

Reconfigurable

PU

Tree Adder ResNet18-CIFAR100 AlexNet-CIFAR10
3 2.5 1
4.5 A
4 4 2 4
3.5 4
ACCUMULATORS < 3 B 15
gz.s E ]
SPECIAL FUNCTION F o2 £ 1
1.5 A
UNITS oy e
TRANSPOSE UNIT %] — o L mm ()
P1 GPU P1 P2 P3 GPU

4-bit act. and W
» Special Function Units consist of ReLu, Pooling, Batch normalization and Quantize units.

» The Multiplication operation happens in parallel across different DRAM subarrays for data in
transposed layout.

» Every DRAM bank is allocated to a layer in the Neural Network.

» P1-P5 represents the degree of parallelism while mapping DNN layers on DRAM banks. @ _BRIC



Parting Thoughts...

»While possibilities of achieving large improvements in
inference latency and energy is possible...

»There are several challenges...
o Array efficiency

o Cross-bar non-idealities: Device non-linearity, access
transistor/selector device, circuit non-idealities (line resistance,
source/sink resistance), process variability

o Reliability and endurance of non-volatile devices
o High write cost for NVMs

o A/D and D/A converters

o Data movements from partial sums

o Training/mapping to the hardware — degradation over time for
some NVM technologies

o Need for vector operations and floating point operations
o SRAMs are large compared to emerging NVMs
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